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Executive Summary

OpenAl's latest model, GPT-5.2, has dramatically outperformed all competitors on the challenging ARC-AGI-2
benchmark for abstract reasoning. In late 2025 GPT-5.2 achieved approximately a 53-54% success rate on
ARC-AGI-2 tasks (/"' openai.com) (I?! habr.com), far above the prior state of the art. For comparison, Google’s
new Gemini 3 “Deep Think" scored 45% on the same test (\°/ poetiq.ai), and even specialized Kaggle solutions
had only reached ~27.6% ('*! developer.nvidia.com). By contrast, earlier models (GPT-4, GPT-5, etc.) had virtually
zero success on ARC-AGI-2 (° arcprize.org) (1°) www.theatlantic.com). These results mark GPT-5.2 as the top-
performing system on ARC-AGI-2, indicating a major leap in Al's abstract reasoning abilities. However, it still
falls short of human-level general intelligence (humans solve 100% of ARC-AGI-2 tasks (m arcprize.org)),

°l www.windowscentral.com).

underscoring that “true fluid intelligence” remains elusive (*/ www.theatlantic.com) (!
This report provides a detailed analysis of GPT-5.2's achievements on ARC-AGI-2, the technical context and
history of the benchmark, a comparison with other approaches (including case studies like Poetiq and Kaggle
winners), and discusses the broader implications for Al's progress and future. All claims are supported by

extensive evidence and citations.

Introduction and Background

The quest for Artificial General Intelligence (AGI)—Al that can understand, learn, and reason across diverse
tasks as well as or better than humans—has driven interest in specialized benchmarks that probe “fluid”
intelligence. Traditional Al benchmarks often measured narrow skills (e.g. NLP accuracy, image classification),
but Frangois Chollet’s ARC initiatives focus on abstract reasoning and generalization (\°! www.theatlantic.com)
("% paperswithcode.com). In 2019 Chollet introduced the Abstraction and Reasoning Corpus (ARC), a dataset of
1,000 small image-pattern puzzles requiring conceptual abstraction ('°! paperswithcode.com). The ARC tasks
“measure the gap between machine and human learning”: humans solve them easily, but early Al models failed
dramatically.

Building on this, the ARC-AGI series extends these ideas to measure steps toward AGl. ARC-AGI-1 (introduced
by the ARC Prize Foundation in 2019) presented 500+ tasks geared at low-level abstract reasoning. By late
2024, OpenAl's advanced system “03" had surmounted ARC-AGI-1 (scoring ~75-87%, near human level) (©!
www.theatlantic.com) (! www.kdjingpai.com), prompting some to suggest an AGI breakthrough. However, critics
like Chollet cautioned that even this success was likely due to sheer scale and engineering tricks, not genuine
intelligence. To test this, Chollet and collaborators launched the much harder ARC-AGI-2 benchmark in 2025
("% arcprize.org) (%) www.theatlantic.com). ARC-AGI-2 dramatically raises task difficulty and reduces
susceptibility to brute-force strategies, with the explicit goal of exposing “"what is fundamentally missing in our
current Al architectures” (1®) www.theatlantic.com) ("°! arcprize.org). In this new contest, Al performance initially
plunged: as of mid-2025, no closed-model system had cleared even 5% success on ARC-AGI-2 tasks ('°!
arcprize.org) (181 www.theatlantic.com), while humans continued to solve 100% (') arcprize.org). This stark
contrast highlights the enormous reasoning gap to overcome.

The ARC-AGI-2 benchmark and associated competitions (including a $1M Kaggle contest) have thus become a
“pulse check” on progress toward true reasoning Al (\'*! developer.nvidia.com) (¥ www.theatlantic.com). Success
on ARC-AGI-2 requires genuine fluid abstraction: given a few training examples of a visual puzzle (colored
grids) and their solutions, the Al must infer the underlying rule and apply it to novel inputs. Unlike tasks solvable
by pattern recognition or memorization, ARC-AGI-2 puzzles demand insight and adaptability. As one observer
notes, the tasks are “relatively easy for humans, yet hard, or impossible, for Al" (') arcprize.org) (©)
www.theatlantic.com). For example, humans on average take only ~2.3 minutes per ARC-AGI-2 task (/"
arcprize.org). In aggregate, 400 human subjects solved all candidate tasks under these conditions (/'°!
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arcprize.org). By design every task was solved by =2 people in <2 attempts (!'°! arcprize.org) ("%} arcprize.org),
ensuring human feasibility. Against this, even the most capable Al strategies in 2025 achieved only low single-
digit scores (!°! arcprize.org). This underscores that overcoming the ARC-AGI-2 tasks is far beyond
straightforward scaling of current models; it requires fundamentally smarter reasoning.

Table 1 (below) summarizes leading systems’ ARC-AGI-2 performance as of late 2025.It juxtaposes OpenAl's
new GPT-5.2 results with those of other top approaches (discussed further below).

. . ARC-AGI-2
Model [ System Organization Source
Score
GPT-5.2 (Thinking) OpenAl 52.9% [OpenAl GPT-5.2 datasheet (/') openai.com)]
OpenAl GPT-5.2 datasheet (/¢
GPT-5.2 Pro (X-High) OpenAl 54.2% [Open atasheet (
openai.com)]
Poetiq (Meta-system; Semi- . 3 o
. Poetiq Al (startup) 54.0% [Poetiq ARC-AGI-2 report (-] poetiq.ai)]
private)
Google Gemini 3 “Deep Think" Google 45.0% [Poetiq ARC-AGI-2 report ([3] poetig.ai)]
NVIDIA Kaggle blog (-
NVIDIA “NVARC" (Kaggle team)  NVIDIA / Kaggle 27.64% [ aggle blog (
developer.nvidia.com)]
GPT-5.1 (ChatGPT-5.1) OpenAl 17.6% [OpenAl GPT-5.2 datasheet (! openai.com)]
i Community (ARC "
ArcPrize custom/Kaggle (2024)* 2-4% [ARC Prize report (l ] www.kdjingpai.com)]

Prize)

*Note: Early 2025 public leaderboards had no system above 5% ('°! arcprize.org). The NVIDIA Kaggle score
(27.6%) and Poetiq (54%) come from specialized contest solutions. GPT-5.2's results are verified on ARC-AGI-
2.

The ARC-AGI-2 Benchmark

ARC-AGI-2 was released in March 2025 by the ARC Prize Foundation, with the explicit goal of highlighting Al's
reasoning gaps (/' arcprize.org) (") arcprize.org). It maintains the signature “easy for humans, hard for Al”
design philosophy ("' arcprize.org) (!'¢) arcprize.org). The benchmark is built on the following structure ('

arcprize.org) (‘12‘ arcprize.org):

e Training Set (1000 tasks): A public set of 1,000 diverse puzzles meant to teach core concepts (e.g. basic object shapes,
colors, symmetries). This set is uncalibrated and shares no pattern with the evaluation tasks beyond illustrating primitive
knowledge.

e Public Evaluation Set (120 tasks): A set of 120 “calibrated” puzzles that have been solved by humans. Participants may
publicly trial their systems on these (with pass@2 scoring), but these tasks are a first glimpse of the test difficulty.

e Semi-Private Evaluation (120 tasks): An additional 120 tasks (similar format) used for leaderboard scoring during the
Kaggle contest. These were shared under test-time restrictions and not used above the public stage.

e Private Evaluation (120 tasks): The final 120 tasks held out for the competition finale. All tasks in public, semi-private, and
private eval sets were rigorously tested by humans (=2 humans solved each under pass@2) ([5] arcprize.org) (“9]

arcprize.org).

By design, each task in ARC-AGI-2 follows the classic ARC puzzle format: the system sees a few (usually 2-3)
example input-output grids and must produce the correct output grid for a new input. Unlike static test
problems, ARC-AGI-2 puzzles often require understanding symbols and relations beyond pixel patterns (e.g.

© 2026 IntuitionLabs.ai - North America's Leading Al Software Development Firm for Pharmaceutical & Biotech. All rights reserved. Page 3 of 16


https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=,solved%20every%20task
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=,solved%20every%20task
https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704de38e3#:~:text=Today%20we%E2%80%99re%20excited%20to%20launch,humans%20in%20under%202%20attempts
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=At%20the%20time%20of%20publishing,1
http://2025.it/
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=ARC,%7C%2017.6
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=%7C%20GPT,%28high%29%20%20%7C%2017.6
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=%7C%20GPT,%28high%29%20%20%7C%2017.6
https://poetiq.ai/posts/arcagi_verified/#:~:text=ARC,16%20per%20problem
https://poetiq.ai/posts/arcagi_verified/#:~:text=ARC,16%20per%20problem
https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:text=Ivan%20Sorokin%20and%20Jean,2%20benchmark
https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:text=Ivan%20Sorokin%20and%20Jean,2%20benchmark
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=ARC,%7C%2017.6
https://www.kdjingpai.com/arc-agi-2-chengjijieai/#:~:text=Human%20Panel%20%20,%F0%9F%92%BB
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=At%20the%20time%20of%20publishing,1
https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704de38e3#:~:text=Today%20we%E2%80%99re%20excited%20to%20launch,humans%20in%20under%202%20attempts
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Using%20our%20open,to%20evaluate%20model%2Fsystem%20performance%20directly
https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704de38e3#:~:text=Today%20we%E2%80%99re%20excited%20to%20launch,humans%20in%20under%202%20attempts
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Each%20task%20requires%20deeper%2C%20human,thinking
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Using%20our%20open,to%20evaluate%20model%2Fsystem%20performance%20directly
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Using%20our%20open,to%20evaluate%20model%2Fsystem%20performance%20directly
https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704de38e3#:~:text=Today%20we%E2%80%99re%20excited%20to%20launch,humans%20in%20under%202%20attempts
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=At%20the%20time%20of%20publishing,1
https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704de38e3#:~:text=ARC,following%20datasets
https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704de38e3#:~:text=ARC,following%20datasets
https://intuitionlabs.ai/?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf
https://intuitionlabs.ai/articles/gpt-5-2-arc-agi-2-benchmark?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf
https://intuitionlabs.ai/?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf

E IntuitionLabs  [ntuitionLabs - Al Software for Pharma & Biotech GPT—S 2 & ARC-AGI-2 A Benchmark Analysis Of Al Reasoning

interpreting colors as state variables, recognizing compositional rules, or applying context-sensitive operations)
(1297 arcprize.org) (12" arcprize.org). Areas that “break” Al include tasks with symbolic interpretation,

compositional reasoning, and contextual rule application (/*°!

arcprize.org). In these, Al systems typically
latch onto superficial patterns and fail when deeper logic or multi-step rules are needed, as the ARC technical

report notes (2%} arcprize.org).

Critically, human testing confirmed that ARC-AGI-2 remains easy for people: in a controlled study of 400 non-
expert volunteers on 1,417 tasks, every task was solved by >2 individuals, with an average human time of ~2.3
minutes per task (/! arcprize.org) (") arcprize.org). In aggregate, humans scored 100% on ARC-AGI-2 (1*°
arcprize.org). This human baseline underscores the tasks’ solvability and contrasts sharply with Al difficulty. By
contrast, the initial evaluation of existing Al systems showed abysmal performance: “none of the leading Al
models have surpassed a 5% success rate on ARC-AGI-2 tasks” ([51 arcprize.org). For example, large language
models like GPT-4, GPT-40, and comparative systems scored essentially 0% ('° arcprize.org) (1
www.theatlantic.com) (many solved none, as ARC-AGI-2 was explicitly chosen to avoid simple pattern matching
or brute force methods).

Statistical analysis of the tasks found no correlation between factors like participant demographics or fatigue
and success (1”?) arcprize.org) - performance is purely about abstract reasoning. Because each task is unique
(no memorization is possible) and two guesses are allowed (pass@2), the benchmark is rigorous. In sum, ARC-
AGI-2 is a calibrated, human-validated forceful test of general reasoning ('?/ arcprize.org) (I°! arcprize.org),
where an Al must infer unseen rules and generalize from minimal examples.

Historical Performance on ARC-AGI

Before GPT-5.2, Al performance on ARC-AGI-2 was at best in the low single digits. The ARC Prize reports
emphasize this “cripplingly difficult” nature. As of May 2025 (the technical report release), no public system had
broken 5% accuracy (!°) arcprize.org). In practice, the highest scores came from specialized chain-of-thought
systems: the top OpenAl submission (“03 (low)") scored only 4.0% ("'} www.kdjingpai.com). Entry-level GPT
models (GPT-40, GPT-4.5, GPT-5.1) scored near zero ("**! www.kdjingpai.com) ("°! arcprize.org). For context,
ARC-AGI-1 (the easier predecessor) saw many systems in the 20-50% range by late 2024, so the fall-off with
ARC-AGI-2 was drastic (°' arcprize.org) (" www.kdjingpai.com). In short, ARC-AGI-2 initially produced a true

“"wall" for scaling-based approaches.

Nevertheless, the ARC Prize organizers and Al community did see gradual progress throughout 2025. The ARC
Prize 20242025 Kaggle competition drew teams worldwide trying to crack this test under resource limits.
The winning Kaggle solution (team NVARC from NVIDIA) fine-tuned a 4-billion-parameter model with heavy
synthetic data generation and achieved 27.64% on the ARC-AGI-2 evaluation ('*' developer.nvidia.com). This
effort required creative test-time training and data augmentation to compensate for the model’s lack of raw
scale. The NVIDIA blog explains: "Heavyweight LLM methods—chain-of-thought, tool use, even RL-agents—
couldn't fit within Kaggle's runtime. So NVARC moved all complex reasoning offline into a synthetic data
pipeline, and trained smaller models capable of running fast during evaluation” (*°! developer.nvidia.com). Their
success demonstrates that with clever engineering, even relatively compact models can make nontrivial gains
on ARC-AGI-2. Still, 27.6% was just half of what Poetiq and GPT-5.2 later achieved.

Meanwhile, a different approach from the startup Poetiq debuted in December 2025. Poetiq’s meta-system
does not train new models; instead it orchestrates multiple existing LLMs (e.g. Google's Gemini 3) through
iterative generation, critique, and refinement steps. For ARC-AGI-2, Poetiq's open-source solution scored 54%
on the semi-private test set (I°/ poetic.ai). Notably, this surpassed Gemini 3's own 45% score on that set (I°/
poetig.ai), highlighting the power of their multi-agent orchestration. Poetiq also emphasized cost-efficiency:
their system achieved 54% at $30.57 per task, whereas GPT-5.2 Pro’s runs would be much more expensive and

© 2026 IntuitionLabs.ai - North America's Leading Al Software Development Firm for Pharmaceutical & Biotech. All rights reserved. Page 4 of 16


https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Image%3A%20ARC,b5ca7ac4.%20Solve%20this%20task
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=match%20at%20L99%20Image%3A%20ARC,b5ca7ac4.%20Solve%20this%20task
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Humans%20can%20solve%20100,2
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Across%20all%20testing%2C%20we%20observed,2%20tasks
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=match%20at%20L108%20To%20back,at%20the%20time%20of%20testing
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=match%20at%20L108%20To%20back,at%20the%20time%20of%20testing
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=At%20the%20time%20of%20publishing,1
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=At%20the%20time%20of%20publishing,1
https://www.theatlantic.com/technology/archive/2025/04/arc-agi-chollet-test/682295/?utm_source=apple_news#:~:text=genuine%20intelligence%20involves%20fluid%20reasoning%E2%80%94adapting,poorly%2C%20suggesting%20limited%20abstract%20reasoning
https://www.theatlantic.com/technology/archive/2025/04/arc-agi-chollet-test/682295/?utm_source=apple_news#:~:text=genuine%20intelligence%20involves%20fluid%20reasoning%E2%80%94adapting,poorly%2C%20suggesting%20limited%20abstract%20reasoning
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=match%20at%20L108%20To%20back,at%20the%20time%20of%20testing
https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704de38e3#:~:text=Today%20we%E2%80%99re%20excited%20to%20launch,humans%20in%20under%202%20attempts
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=At%20the%20time%20of%20publishing,1
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=At%20the%20time%20of%20publishing,1
https://www.kdjingpai.com/arc-agi-2-chengjijieai/#:~:text=Human%20Panel%20%20,%F0%9F%92%BB
https://www.kdjingpai.com/arc-agi-2-chengjijieai/#:~:text=o1%20%28low%29%20%20,%F0%9F%92%BB
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=At%20the%20time%20of%20publishing,1
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=At%20the%20time%20of%20publishing,1
https://www.kdjingpai.com/arc-agi-2-chengjijieai/#:~:text=Human%20Panel%20%20,%F0%9F%92%BB
https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:text=Ivan%20Sorokin%20and%20Jean,2%20benchmark
https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:text=The%20winning%20NVIDIA%20NVARC%20solution,time%20training%2C%20and%20disciplined%20engineering
https://poetiq.ai/posts/arcagi_verified/#:~:text=ARC,16%20per%20problem
https://poetiq.ai/posts/arcagi_verified/#:~:text=ARC,16%20per%20problem
https://poetiq.ai/posts/arcagi_verified/#:~:text=ARC,16%20per%20problem
https://intuitionlabs.ai/?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf
https://intuitionlabs.ai/articles/gpt-5-2-arc-agi-2-benchmark?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf
https://intuitionlabs.ai/?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf

E IntuitionLabs  [ntuitionLabs - Al Software for Pharma & Biotech GPT—S 2 & ARC-AGI-2 A Benchmark Analysis Of Al Reasoning

Gemini 3 had cost ~$77 per task (1?°! habr.com) (" poetiq.ai). This “record-breaking submission” (as described
in Poetiq's blog) showed that a clever pipeline can outcompete larger monolithic models on ARC-AGI-2.

In summary, until late 2025 the leaders on ARC-AGI-2 were: the Kaggle/NVIDIATeam (27.6%), Poetiq (54%),
and high-end LLMs. GPT-5.1 and earlier OpenAl models lagged far behind (single digits) (\°! arcprize.org) ("
openai.com). Against that backdrop, the emergence of GPT-5.2 was highly anticipated as a possible game-
changer.

OpenAl GPT-5.2: Design and Release

In December 2025, OpenAl unexpectedly accelerated the launch of GPT-5.2 amid intense competition. Sam
Altman had declared a “code red” to respond to Google's Gemini 3 advancements ("*”) www.reuters.com) (¢!
www.techradar.com). On December 11 Reuters reported that GPT-5.2 “boasts enhanced general intelligence,
better coding capabilities, and improved handling of long-context understanding,” aimed at professional tasks
like spreadsheets, presentations, and project management ('*/) www.reuters.com). TechRadar similarly noted
GPT-5.2 was “fast-tracked” to improve reasoning, speed and reliability rather than flashy new features, in order
to regain ChatGPT's edge over Gemini 3 (?®! www.techradar.com). Crucially, OpenAl positioned GPT-5.2 as a
pragmatic update - fewer untested experiments and more robust core performance (2! www.techradar.com)

(391 www.axios.com).

GPT-5.2 comes in multiple configurations (“Instant”, “Thinking"”, and a high-end “Pro” mode) that represent
different computational budgets and reasoning strengths. Internally, GPT-5.2 continues OpenAl's hybrid design
of fast “sprinter” models for routine tasks and slower “thinker” models for deep reasoning ("°"! openai.com).
According to OpenAl's announcement, GPT-5.2 significantly enlarged the context window (over 272k tokens)
and further improved tools and coding skill (:°?! openai.com) (') openai.com). The architecture retains a unified
core with weighted routing between a main fast model and a deep "thinking” subnet for hard puzzles, similar in
spirit to GPT-5's multi-tier setup (this was described in Chinese leaks as a “real-time router” allocating problems
to specialist sub-models (portal.sina.com.hk), and GPT-5.2 presumably extends this).

Importantly, GPT-5.2's release was also a strategic business move. It launched under pressure from Google's
Gemini 3 (which had just debuted with superior benchmarks and new capabilities). With GPT-5.2, OpenAl
sought to reassert leadership. For example, an Axios report characterizes it as "OpenAl's best model to date for
daily professional use,” reflecting extensive internal testing and industry feedback (from partners like Box and
Zoom) on its enhancements ("°°! www.axios.com). Even Wall Street noticed — Disney simultaneously announced a
$1B investment in OpenAl at the GPT-5.2 launch, granting rights to use branded characters in its Al tools ([331

www.reuters.com).

From a technical standpoint, GPT-5.2's design prioritized reliable reasoning and factual accuracy. It improved
chain-of-thought coherence, reduced hallucinations, and integrated multimodal inputs more tightly (°?
openai.com) (*) openai.com). The update also incorporated customer feedback to reduce error rates: for
instance, GPT-5.2 shows half as many vision-related mistakes as GPT-5.1 on Ul-related prompts (per OpenAl)
(%) habr.com). Collectively, these enhancements set new records across a wide array of industry benchmarks
(e.g. sweeping “GDPval” professional tasks and mathematical tests) as documented by OpenAl (/' openai.com).

On ARC specifically, OpenAl quietly disclosed GPT-5.2's ARC-AGI performance. The official datasheet reveals
that GPT-5.2 Thinking scored 52.9% on the verified ARC-AGI-2 test set, compared to just 17.6% for GPT-5.1 (!"!
openai.com). In the “Pro” (X-High) setting, GPT-5.2 achieved 54.2% (!'®! openai.com). These results exceeded all
other known Al by a wide margin. OpenAl stresses this is a verified score on the ARC-AGI-2 benchmark,
meaning GPT-5.2 solved 52.9% of the secret test puzzles that it had never seen during training ("l openai.com)
(18] openai.com). According to an OpenAl researcher at the launch event, "GPT-5.2 is the first model we've seen
that achieves near 100% accuracy on the 4-needle MRCR variant out to 256k tokens” (:°°! openai.com),
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underscoring its strength on long-horizon reasoning. Although OpenAl focused on the productivity applications
in their marketing, these publicly-shared benchmarks confirm that GPT-5.2's reasoning ability (as tested by

(1 [16]

ARC-AGI-2) is now unambiguously superior to previous models ("' openai.com) ("' openai.com).

Detailed Performance Analysis

GPT-5.2's ARC-AGI-2 results represent a breakthrough in abstract reasoning. For context, Table 2 (below)
compares GPT-5.2 with GPT-5.1 (and its Pro variant) on ARC-AGI benchmarks:

Benchmark GPT-5.1 (Thinking) GPT-5.2 (Thinking) GPT-5.2 Pro (X-High)
ARC-AGI-1 (Verified) 72.8% 86.2% 90.5%
ARC-AGI-2 (Verified) 17.6% 52.9% 54.2%

16]

Source: OpenAl GPT-5.2 release (Table of model performance) (' openai.com) ("% openai.com).

This table highlights that GPT-5.2 not only vastly outperforms GPT-5.1 on ARC-AGI-2 (jumping from 17.6% to
~53%), but also improves significantly on ARC-AGI-1 (72.8%->86.2%). The increase on ARC-AGI-2 (a +35
percentage-point leap) is especially striking. These figures are from OpenAl’s own evaluation of "GPT-5.2
Thinking” and “Pro” against a fixed test set (' openai.com) (I'®! openai.com). The “Pro” mode yields only a small
incremental gain (54.2% vs 52.9%) at higher computational cost, indicating that even the standard GPT-5.2
Thinking model captures most of the improvement.

The significance of GPT-5.2's ~53% score can be appreciated against the backdrop of other systems. Before
this, no system came close to this level on ARC-AGI-2. For example, Google's Gemini 3 Deep Think effort
(accessed via Poetiqg's orchestrator) had scored 45% ('°! poetig.ai), and the best community-tuned models only
reached ~28% (! developer.nvidia.com). Even the specialized ARC Prize entries that once led ARC-AGI-1 (such
as "03-preview” or “03 (low)" from OpenAl) fall at or below 4% on ARC-AGI-2 (") www.kdjingpai.com). In effect,
GPT-5.2 has more than doubled the top verified ARC-AGI-2 accuracy in the field.

Table 2. Comparison of GPT-5 series on ARC-AGI benchmarks (Performance as % of tasks solved). Sources as

above (" openai.com) ([ openai.com).

System ARC-AGI-1 ARC-AGI-2 Notes

GPT-5.2 (Pro) 90.5% 54.2% X-High mode, top-tier config (I'°! openai.com)

GPT-5.2 (Thinking) 86.2% 52.9% Standard config (') openai.com)

Gemini 3 “Deep Think" — 45.0% Multi-agent orchestrated result (°) poetiq.ai)

Poetig Meta-system — 54.0% Semi-private ARC-AGI-2 (I°) poetiq.ai)

GPT-5.1 (ChatGPT 5.1) 72.8% 17.6% Prior OpenAl model (! openai.com)

GPT-40 (multimodal GPT-4)  4.5% ~0% Previous OpenAl baseline (ARC-AGI-2) (2“1 www.kdjingpai.com)
ARC-AGI-2 Human Panel 100% 100% =2 people solved each task (/! arcprize.org)

This table makes clear that GPT-5.2 is unmatched on ARC-AGI-2: it solves the majority of tasks that once
stymied all Al. OpenAl's detailed benchmarks also indicate robustness: GPT-5.2 maintains its edge even on the
hardest ARC-AGI-2 tasks (the "verified" set, removing any leak). The model also excels at related macro-
challenges (e.g. it solved 86.2% of ARC-AGI-1 puzzles (I'! openai.com), compared to 72.8% for GPT-5.1,
demonstrating that the improvements generalize across puzzle varieties).
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Crucially, the ARC-AGI-2 tasks are presumed not to have been included in any training data. OpenAl explicitly
notes ARC-AGI-2's evaluation tasks were newly designed and human-calibrated (!'?! arcprize.org) (17!
arcprize.org). Thus GPT-5.2's success implies genuine generalization abilities rather than memorization. It
indicates the model can infer abstract rules from few examples far beyond earlier capabilities.

Sources of Improvement

How did GPT-5.2 achieve these gains? OpenAl cites architectural and training improvements. According to their
report, GPT-5.2 drastically improved long-context understanding and multi-step reasoning (°”! openai.com).
Its enhanced “Thinking” configuration likely uses deeper reasoning passes. The code-red push also meant
extensive fine-tuning on reasoning tasks: OpenAl mentions a new internal benchmark (“GDPval") where GPT-5.2
nearly matches or exceeds expert human performance ([381 openai.com). The ARC-AGI-2 score jump suggests
GPT-5.2 learned to plan and decompose ARC puzzles much better than GPT-5.1. Opportunely, by late 2025 the
models and tooling for chain-of-thought had matured (e.g. more precise self-verification, prompting
techniques), and GPT-5.2 seems to benefit from all these advances in the pipeline. In effect, GPT-5.2 “raised the
ceiling” for how much reasoning a giant LLM can do end-to-end.

Nevertheless, experts stress that GPT-5.2's success does not equal human-like intelligence. As Frangois
Chollet notes, ARC-AGI is meant to reveal exactly what is lacking in Al. Despite GPT-5.2's score, it still falls well
short of perfect. The Atlantic observes that when Chollet introduced ARC-AGI-2, “Al performance plummeted”
again, underlining that fluid generalization remains outside current architectures (\°! www.theatlantic.com).
OpenAl themselves define AGI conservatively — Sam Altman remarked in mid-2025 that GPT-5 was “still missing
something quite important” for AGI ("° www.windowscentral.com). GPT-5.2's improvements address specific
limitations, but key aspects (like autonomous continual learning and meta-reasoning) remain unproven. Thus
GPT-5.2's ARC-AGI-2 record reflects enormous progress, yet also highlights the continuing gulf to actual AGI
benchmarks.

Case Studies and Perspectives

Poetiq's Meta-System (Semiprivate ARC-AGI-2) - Poetiq's approach exemplifies a mix of large models and
clever orchestration. By chaining multiple LLM calls (generate-criticize-refine), Poetiq “smashed” the ARC-AGI-
2 record immediately after Gemini 3's release (\°! poetiq.ai). Their open-source solution used Gemini 3 Pro
instances and achieved 54% on the private test via the Kaggle system, surpassing Gemini's standalone 45% (!°!
poetig.ai). This indicates that even without retraining, intelligently leveraging existing LLM behaviors can yield
high ARC scores. Poetiqg's cost analysis (Table 1) also points to efficiency: their base strategy ("GPT-5.2
Thinking”) would have solved 52.9% for much lower cost ($1.90/task) compared to Poetig’s $30.57/task (I°°
habr.com). Poetiq's success suggests meta-reasoning systems are a promising direction: rather than building
bigger models, orchestrate many models (or one model multiple times) to tackle subproblems. This perspective
contrasts with OpenAl’s brute scaling, yet it crucially informed the community that ARC-AGI-2 is beatable via
flexible systems.

NVIDIA Kaggle Grandmasters (Public ARC Prize) — The Kaggle story shows yet another approach. Subject to
strict runtime limits, Ivan Sorokin and Jean-Francois Puget's NVARC team refused to use ChatGPT or giant
LLMs; they instead trained a 4B open-weight model (based on NVIDIA's own frameworks) entirely on synthetic
ARC-like puzzles. They generated a massive puzzle corpus and performed test-time training on each evaluation
instance (1?°) developer.nvidia.com). This got them 27.64% and the prize (!*! developer.nvidia.com). Their case
study emphasizes data efficiency and adaptability over raw scale. By "moving reasoning offline," they could
embed sophisticated knowledge in the model weights. This approach is complementary to GPT-5.2: while GPT-
5.2 is a single monolith learning broadly, NVARC's model was highly specialized to ARC tasks. It shows that
specialized training (even on tiny models) can somewhat compensate for less inherent reasoning power. Their

© 2026 IntuitionLabs.ai - North America's Leading Al Software Development Firm for Pharmaceutical & Biotech. All rights reserved. Page 7 of 16


https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704de38e3#:~:text=Today%20we%E2%80%99re%20excited%20to%20launch,humans%20in%20under%202%20attempts
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Using%20our%20open,to%20evaluate%20model%2Fsystem%20performance%20directly
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Using%20our%20open,to%20evaluate%20model%2Fsystem%20performance%20directly
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=understanding%20long%20contexts%2C%20using%20tools%2C,step%20projects
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=,%7C%2088.1
https://www.theatlantic.com/technology/archive/2025/04/arc-agi-chollet-test/682295/?utm_source=apple_news#:~:text=OpenAI%27s%20recent%20model%2C%20o3%2C%20finally,strategies%2C%20is%20necessary%20to%20progress
https://www.windowscentral.com/artificial-intelligence/openai-chatgpt/sam-altman-gpt-5-fails-to-meet-agi-still-missing-something#:~:text=OpenAI%20CEO%20Sam%20Altman%20has,missing%20something%20quite%20important
https://poetiq.ai/posts/arcagi_verified/#:~:text=ARC,16%20per%20problem
https://poetiq.ai/posts/arcagi_verified/#:~:text=ARC,16%20per%20problem
https://poetiq.ai/posts/arcagi_verified/#:~:text=ARC,16%20per%20problem
https://habr.com/ru/articles/975902/#:~:text=%D0%BC%D0%BE%D0%B4%D0%B5%D0%BB%D1%8C%2C%20%D0%BA%D0%BE%D1%82%D0%BE%D1%80%D0%B0%D1%8F%20%D0%B4%D0%BE%D1%81%D1%82%D1%83%D0%BF%D0%BD%D0%B0%20%D0%BC%D0%B0%D1%81%D1%81%D0%BE%D0%B2%D0%BE%D0%BC%D1%83%20%D0%BF%D0%BE%D0%BB%D1%8C%D0%B7%D0%BE%D0%B2%D0%B0%D1%82%D0%B5%D0%BB%D1%8E,%D1%82%D0%B5%D0%BF%D0%B5%D1%80%D1%8C%20%D0%B4%D0%BE%D1%81%D1%82%D1%83%D0%BF%D0%BD%D1%8B%20%D0%B7%D0%B0%D0%B4%D0%B0%D1%87%D0%B8%20%D0%BF%D0%BE%D0%B2%D1%8B%D1%88%D0%B5%D0%BD%D0%BD%D0%BE%D0%B9%20%D1%81%D0%BB%D0%BE%D0%B6%D0%BD%D0%BE%D1%81%D1%82%D0%B8
https://habr.com/ru/articles/975902/#:~:text=%D0%BC%D0%BE%D0%B4%D0%B5%D0%BB%D1%8C%2C%20%D0%BA%D0%BE%D1%82%D0%BE%D1%80%D0%B0%D1%8F%20%D0%B4%D0%BE%D1%81%D1%82%D1%83%D0%BF%D0%BD%D0%B0%20%D0%BC%D0%B0%D1%81%D1%81%D0%BE%D0%B2%D0%BE%D0%BC%D1%83%20%D0%BF%D0%BE%D0%BB%D1%8C%D0%B7%D0%BE%D0%B2%D0%B0%D1%82%D0%B5%D0%BB%D1%8E,%D1%82%D0%B5%D0%BF%D0%B5%D1%80%D1%8C%20%D0%B4%D0%BE%D1%81%D1%82%D1%83%D0%BF%D0%BD%D1%8B%20%D0%B7%D0%B0%D0%B4%D0%B0%D1%87%D0%B8%20%D0%BF%D0%BE%D0%B2%D1%8B%D1%88%D0%B5%D0%BD%D0%BD%D0%BE%D0%B9%20%D1%81%D0%BB%D0%BE%D0%B6%D0%BD%D0%BE%D1%81%D1%82%D0%B8
https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:text=The%20winning%20NVIDIA%20NVARC%20solution,time%20training%2C%20and%20disciplined%20engineering
https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:text=Ivan%20Sorokin%20and%20Jean,2%20benchmark
https://intuitionlabs.ai/?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf
https://intuitionlabs.ai/articles/gpt-5-2-arc-agi-2-benchmark?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf
https://intuitionlabs.ai/?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf

E IntuitionLabs  [ntuitionLabs - Al Software for Pharma & Biotech GPT-5.2 & ARC-AGI-2: A Benchmark Ana]ysis of Al Reasoning

detailed write-up highlights lessons: to succeed on ARC-AGI-2, one can either scale up general reasoning (GPT-
5.2) or custom-tailor a model with clever training regimes.

These cases illustrate multiple perspectives in the research community:

e Scaling Monoliths vs. Modular Systems: OpenAl's GPT-5.2 exemplifies “bigger model, more data” strategy, achieving SOTA
simply by deploying an extremely powerful LLM. Poetiq and the Kaggle teams counter that smart combinations or task-
specific tuning can compete. Both achieved roughly the same order of scores (27-54%) on ARC-AGI-2, but via different
means. This suggests the field leans both on scaling and on algorithmic creativity.

e Benchmarks vs. Reality: ARC-AGI-2, by design, tests only one aspect of intelligence: abstract reasoning in a constrained

puzzle domain. Some experts caution that success here may not translate to general human-like reasoning (|6‘

www.theatlantic.com) ([8] www.theatlantic.com). Indeed, all advanced systems can become "expert” at ARC-like tasks
without solving vision, language, or physical reasoning. As Chollet puts it, the ARC scores are a "mirror” for what Al still

can't do ([8] www.theatlantic.com). GPT-5.2's high score thus invites debate: is it evidence of approaching AGI? Or simply
of a narrowly-tuned super-LLM? The answer remains open; it does show that at least one big LLM has learned many more
general abstractions than its predecessors, but true AGI involves far more (continuous learning, world modeling, creativity,
etc.).

e FEfficiency and Cost: The leaderboard analysis (e.g. Chinese summary ([AO] www.kdjingpai.com)) highlights a major point:

the models that scored highest on ARC-AGI-2 did so at massive cost. For example, the top OpenAl model used chain-of-
thought with search at ~$200/task (W] www.kdjingpai.com). In contrast, Poetiq solved a majority of tasks for ~$30/task

([39] habr.com), and NVARC's solution only ~$0.20/task ([4] developer.nvidia.com). This “efficiency crisis” means raw
scores don't tell the whole story: a 54% result is far more impressive if achieved cheaply. GPT-5.2's external performance
cost is unclear (for OpenAl’s closed system), but we can infer it is high. Future progress likely requires not just higher
scores, but smarter methods that factor in cost and computational sustainability.

Implications and Future Directions

GPT-5.2's ARC-AGI-2 success has immediate and long-term implications for Al's trajectory:

e AGI Claims and Skepticism: GPT-5.2's leap will undoubtedly fuel speculation about AGI. From one viewpoint, a ~53%
solved fraction of a “hard human reasoning” test is a milestone progress toward fluid intelligence. However, as leading
voices caution, this does not equate to AGI. As Altman himself emphasized for GPT-5, "it is still missing something quite

important” ([9] www.windowscentral.com). Chollet's analysis underlines this: even after ARC-AGI-1 breakthroughs, ARC-

AGI-2 showed that “true fluid intelligence remains elusive” (L8J www.theatlantic.com). In practice, GPT-5.2's performance is
a significant step but still distant from the zero-gap condition necessary for AGI (i.e. Al matching 100% of human tasks).

The human proxy for ARC-AGI-2 is 100% success ([7] arcprize.org) (though interestingly one source cites 66% as a human

"ceiling” for AGI-2 due to test difficulty ([42] habr.com)), so ~53% suggests GPT-5.2 is not yet fully generalizing in the
human sense.

e Benchmark-Driven Progress: The ARC-AGI benchmarks have clearly been influential. By focusing community efforts on the
hardest “human-easy” puzzles, they revealed limitations of earlier systems. The fact that both community teams (NVARC,
Poetiq) and OpenAl targeted ARC-AGI-2 explicitly suggests these benchmarks are guiding research. We may expect future
models to be judged against ARC-AGI results, and likely new versions (ARC-AGI-3) will emerge to push the envelope further
([43] newsletter.chatwhisperer.ai). Indeed, indications are that ARC-AGI-3 will involve interactive tasks (games without

[44]

instructions) to test generalization in yet another dimension ( newsletter.chatwhisperer.ai). The launch of GPT-5.2,

using ARC-AGI-2 as a milestone, validates this co-evolution of benchmarks and models.
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e Integration of Approaches: The diversity of solutions suggests no single path to AGl. Massive LLMs can be augmented with
smaller fine-tuned models, synthetic data, or multi-agent orchestration. Future systems may combine these: one could
imagine GPT-5.2 style models that also incorporate on-the-fly training or curriculum learning from local context (akin to
NVARC's test-time tuning). OpenAl’s blog hints at this: GPT-5.2 has "agentic tool-calling” capabilities to integrate external

tools and data ([32] openai.com). If GPT-5.2 or its successors can loop LLM reasoning with automated code/scripts (or even
on-board synthesizing training data), they might approach the adaptability that Kaggle teams had via hand-crafted
processes.

e Practical Impact: Regardless of AGI, GPT-5.2's improvements have practical ramifications. Its strengths at knowledge work,
coding, and analysis tasks (schools, law, science, finance) mean it can automate complex professional functions far better

([27]

than before www.reuters.com) ([45] openai.com). The demonstrated long-horizon reasoning means it can tackle

multi-step problems end-to-end, not just generate text. For enterprises, GPT-5.2's "70.9%" success on GDPval tasks (a new

benchmark of real-world work products) ([38] openail.com) indicates it can produce usable deliverables (reports,
spreadsheets, etc.) with high fidelity. Tools and copilot systems built on GPT-5.2 will thus be markedly more capable. At the
same time, its ARC-AGI-2 proficiency shows the limits: GPT-5.2 can reason about abstract visual patterns far better than
predecessors. This hints at broader understanding of structure, which could transfer to domains like scientific data or user
interfaces. In short, the ARC jump is not just an academic feat; it reflects underlying gains that will enhance Al tools in many
adoption scenarios.

e Ethical and Practical Considerations: The intensifying “benchmark race” also raises questions. OpenAl’s rapid release of
GPT-5.2 (amid "code red"”) shows how competition can accelerate technology at the expense of careful deployment ([46]

30]

www.reuters.com) ([ www.axios.com). GPT-5.2 is no exception: alongside performance improvements, OpenAl faces

criticisms over privacy, safety, and overhyped AGI claims (as noted by Axios (L3OJ www.axios.com)). Furthermore, the
resources driving GPT-5.2 are immense. The NVIDIA Kaggle result reminds us that efficiency must be a concern, not just raw
scores. Policymakers and society must reckon with the dual-edged nature of these advances: unprecedented capability on
one hand, new vulnerabilities on the other.

e Next Frontier: Looking forward, we expect even tougher tests. The ARC-AGI-2 results suggest areas requiring further
innovation. For instance, while GPT-5.2 solved many puzzles, some remain unsolved (roughly half still stump it). The “ARC-
AGI-2 Extreme"” tasks that were too hard for humans ([47] arcprize.org) remain uncharted territory. Future models (GPT-6?
successor research agents?) will likely try to reach these heights. Meanwhile, interactive and multimodal reasoning (the
coming ARC-AGI-3 games ([43] newsletter.chatwhisperer.ai)) will push Al to gather information and experiment. On the

algorithmic front, researchers may explore integrating symbolic reasoning or world models into LLMs, building on what GPT-

5.2 achieved with pure deep learning. Collaborative/ensemble approaches (like Poetiq's orchestration) could also be refined.

Ultimately, the progress encapsulated by GPT-5.2's ARC score is a signpost: we have a clearer map of the journey ahead,

including the benchmarks and technologies to pursue.

Data Analysis and Tables

The ARC-AGI-2 results provide rich data for analysis. Table 1 above catalogs top model performances and
sources. Several insights emerge:

e Relative Improvement: GPT-5.2's ARC-AGI-2 score (~53%) is roughly double that of the best previous system (Gemini 3
Pro at 45%) and nearly triple GPT-5.1's 17.6%. This steep upward shift is astronomical compared to typical annual gains in Al
benchmarks, indicating a qualitative change in model capability.

e Cost Efficiency: When examining Poetiq's breakdown vs. GPT-5.2, a striking disparity appears. Poetiq reports solving 52.9%

of tasks at $1.90/task (using GPT-5.2 Thinking) ([39] habr.com), whereas its high-end Pro run cost $15.27/task. If GPT-5.2
Thinking costs on the order of dollars per task (not publicly known but likely), it remains expensive. In contrast, the Kaggle

NVARC solution accomplished 27.6% at a mere $0.20/task (|4‘ developer.nvidia.com). This suggests that future research
should measure performance per cost as a key metric. The "Pareto frontier” of accuracy vs. cost is shifting: large models
raise the accuracy frontier, but smaller models can still dominate the cost frontier.
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e Benchmark Correlations: Table 2 juxtaposes ARC-AGI results with other benchmarks. GPT-5.2's consistent lead across

ARC-AGI-1, ARC-AGI-2, as well as domain-specific tests (e.g. GDPval, coding challenges ( )), shows its
general advantage. The data also hint at a trade-off in configurations: the Pro (X-High) mode gains a few percentage points
on ARC-AGI-2 (54.2% vs 52.9%) but at greater expense. This suggests diminishing returns on brute compute. The bulk of
the reasoning improvement is attained by the standard “Thinking” model.

e Human vs. Al Gap: Even with GPT-5.2, the gap to perfect remains 46-47 percentage points. Some tasks require nuanced

multi-step logic or “common-sense” leaps that even GPT-5.2 misses. The human panel data (100% solves ( ))
shows that the remaining tasks are easily within human reach. This quantifies the remaining challenge: roughly half of the
ARC-AGI-2 tasks still stump the very best Al.

Case Studies and Real-World Examples

The NVIDIA Kaggle Solution (NVARC)

NVARC's approach (first place, Kaggle ARC Prize 2025) used a fine-tuned 4B model and creative engineering
( ) ( ). Key points:

e Synthetic Data Generation: Realizing that available puzzles were scarce, they generated thousands of ARC-like training
examples by programmatically composing grid puzzles. This synthetic corpus helped the model learn the underlying
patterns of ARC-AGI-2 tasks.

e Test-Time Training: Instead of freezing the model, they performed on-the-fly gradient steps using each test puzzle's small
example set, dynamically adapting to specific rules. This “learn per puzzle” trick gave an edge that static models lack.

e Efficiency Emphasis: Constrained by Kaggle's 50-second runtime limit, they avoided large LLMs. Their solution cost about

$0.20 per puzzle ( ), an order of magnitude cheaper than others, albeit with lower absolute score
(27.6%).

This case shows that constraint-driven innovation can yield surprisingly high rational performance: 27.6% on
ARC-AGI-2 using modest resources is nontrivial. It also illustrates a potential future direction: systems that
blend learning from scratch (via data gen and training) with reasoning at test-time. For example, one might
combine GPT-5.2's abilities with a small fine-tuning step for each new task to hybridize the approaches.

The Poetiq Meta-System

Poetiq's system represents a meta-reasoning pipeline. Highlights from their report ( ) ( ):

e Frontier Model Orchestration: Rather than solely relying on one model, Poetiq leverages Gemini 3 Pro multiple times. Each
puzzle is tackled by a loop of the LLM generating a solution, another call evaluating it, and iterative refinement. This
multipass approach achieves a deeper search of the solution space.

e Rapid Adaptation: Poetig was able to deploy their pipeline within hours of Gemini 3's launch by automating everything. They
state: "we do not need to build, or even fine-tune, our own large frontier models. Our meta-system... solves specific tasks by

utilizing any existing frontier model” ( ). This agility contrasts with the months-long development of new model
releases.

e Cost-Performance Tradeoff: Their analysis shows that the standard GPT-5.2 Thinking model could solve the hard puzzles

cheaply, whereas using the high-end options drove up cost drastically ( ). This implies that enhancements in
reasoning can sometimes come from smarter inference rather than just deploying the most expensive model.
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For Al product developers, Poetiq's work is a case study in how to engineer top-tier reasoning systems without
waiting for proprietary models. Their open-source pipeline demonstrates that with careful prompt engineering
and iteration, even off-the-shelf LLMs can be pushed far. It suggests that meta-learning layers or orchestrators
are a viable direction for future AGI systems — essentially building systems around models rather than in

models.

Discussion of Implications

The fact that GPT-5.2 now leads ARC-AGI-2 reshapes the current understanding of Al capabilities. Several
themes emerge:

e Benchmark Validity: ARC-AGI-2 was designed to be hard for exactly this reason: to resist brute-force scaling (“2J
arcprize.org). GPT-5.2's success on it means that not all brute strategies are ineffective; sheer world knowledge and
improved algorithms can solve a majority of these puzzles. However, ARC-AGI-2 tasks are still contrived, and solving them
does not guarantee broad intelligence. Researchers must thus interpret GPT-5.2's feat with nuance: it is an impressive
signifier of progress in reasoning, but not proof of holistic AGI. As the Atlantic piece and Chollet warn, focusing only on

benchmark scores can create a false frontier — real generality requires more than pattern puzzles (‘G]

www.theatlantic.com).

e Rethinking AGI Scaling: Sam Altman has publicly wielded ARC as a gauge for AGI progress. The decision to continuously
raise the bar (ARC-AGI-2 after ARC-AGI-1) reflects an understanding that minor improvements in benchmarks shouldn’t be
mistaken for AGI. GPT-5.2's results suggest that the “scaling hypothesis” (bigger models solve more problems) has limits
but has not yet reached them. It may be that we need to evolve architectures rather than just add parameters. Future work
might involve hybrid models combining neural nets with symbolic modules, or decentralized/hierarchical systems that Mongo
of approaches above.

e Guiding Future Work: The ARC-AGI community likely anticipated GPT-5.2's entry. The ARC Prize 2025 competition (Mar—
Nov) and this year’s confrontations indicate that benchmarks are setting research priorities. We can expect the next
benchmarks (e.g. ARC-AGI-3) to incorporate learnings from GPT-5.2: for example, introducing interactive tasks (games,
procedural challenges (M3J newsletter.chatwhisperer.ai)) that may trick purely knowledge-driven models like GPT-5.2.
Similarly, demands on efficiency may drive research into neural model compression and meta-learning. The Kaggle win with
a 4B model might push OpenAl to consider open-weight smaller models or to provide API features for fine-tuning.

e Broad Al Landscape: Beyond ARC-AGI, GPT-5.2's influence will ripple across Al. Its advanced reasoning will benefit many
domains (e.g. code generation, data analysis, medical diagnostics). However, it also raises the bar for safety and alignment:
smarter systems can also exhibit smarter failures (e.g. security exploits in reasoning). The GPT-5.2 launch already spurred
discussions on de-anonymization, biases, and energy costs. The efficiency analysis from ARC suggests these discussions
must intensify: can we responsibly scale such systems when the most efficient solutions might be architecturally divergent
from raw scale?

e Human vs. Al Gap: Even as data shows Al catching up, human cognition features like creativity, common sense, and long-
term planning remain distinct. The ARC-AGI results quantify that gap: humans still solve problems effortlessly that confound
GPT-5.2's 46-50% of the time. Bridging this will require fundamentally new ideas (e.g. continual learning, unsupervised
concept formation). Chollet’s long-term view is that benchmarks like ARC-AGI are meant not for short-term bragging rights
but to drive researchers and companies to innovate on exactly these limitations (“2] arcprize.org) ([8]

www.theatlantic.com). In this spirit, GPT-5.2's lead is both a celebration of success and a clear signal of remaining
challenges.

Conclusion

GPT-5.2's performance on ARC-AGI-2 is a landmark in Al development. Achieving a majority of the tasks
underlines how far LLM technology has come, and reaffirms that advanced models can now perform abstract
reasoning at levels previously thought impossible. This outcome was made possible through aggressive model
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improvements (“code red” engineering) and demonstrates the power of scale and fine-tuning in reaching into
the once-unreachable domains of fluid intelligence. However, a true AGl — Al that matches human reasoning in
all its flexibility — is still not here. The ARC-AGI-2 benchmark shows persisting blind spots: GPT-5.2's 52.9%
leave an enormous room (100% is human level) uncrossed ('®/ www.theatlantic.com) (") www.windowscentral.com).

The community’s multifaceted efforts (monolithic LLMs, orchestration pipelines, and synthetic-data training)
provide multiple paths forward. The competitive landscape — with prize-backed benchmarks and rapid model
release cycles — has accelerated progress, but also demands careful reflection. Moving beyond this
breakthrough will likely entail new architectures beyond just larger transformers, integration of other cognitive
building blocks, and more focus on efficiency and alignment. As Frangois Chollet asserts, Al research must “be
smarter” rather than only “bigger” to achieve genuine generalization (/°) www.theatlantic.com). The ARC-AGI-2
saga through late 2025 underscores that point vividly.

In summary, GPT-5.2's dominance of ARC-AGI-2 is both an important achievement and a reminder: we have
solved many hard subproblems of reasoning, but the core of intelligence — seamless adaptation to novel
problems — still lies ahead. Building on these results, future Al systems will incorporate these lessons, driving
toward benchmarks that are harder still. The era of advanced LLMs reaching into fluid intelligence is upon us,
but the era of truly general intelligence remains a horizon to be explored.

161 openai.com), Arc Prize

[28]

References: The above analysis draws on official OpenAl releases (! openai.com) (!
technical reports ('] arcprize.org) (1°! arcprize.org), industry news and blog reports (127! www.reuters.com) (
www.techradar.com) (%" www.axios.com) () poetiq.ai) (! developer.nvidia.com), and commentary by experts like
Frangois Chollet (!°) www.theatlantic.com) () www.theatlantic.com). Each claim is supported by these credible
sources.

External Sources

[1] https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:ARC,%...
[2] https://habr.com/ru/articles/975902/#:~:%D0%?9...
[3] https://poetig.ai/posts/arcagi_verified/#:~:ARC,1...

[4] https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:lva

n%...
[5] https://arcprize.org/blog/arc-agi-2-technical-report#:~:At%20...

[6] https://www.theatlantic.com/technology/archive/2025/04/arc-agi-chollet-test/682295/?utm_source=apple_news#:~:ge

nui...
[7]1 https://arcprize.org/blog/arc-agi-2-technical-report#:~:Human...

[8] https://www.theatlantic.com/technology/archive/2025/04/arc-agi-chollet-test/682295/?utm_source=apple_news#:~:0p

enA...

[9] https://[www.windowscentral.com/artificial-intelligence/openai-chatgpt/sam-altman-gpt-5-fails-to-meet-agi-still-missin

g-something#:~:OpenA...
[10] https://paperswithcode.com/dataset/arc-the-abstraction-and-reasoning-corpus#:~:The%?2...

[11] https://www.kdjingpai.com/arc-agi-2-chengjijieai/#:~:Human...

© 2026 IntuitionLabs.ai - North America's Leading Al Software Development Firm for Pharmaceutical & Biotech. All rights reserved. Page 12 of 16


https://www.theatlantic.com/technology/archive/2025/04/arc-agi-chollet-test/682295/?utm_source=apple_news#:~:text=OpenAI%27s%20recent%20model%2C%20o3%2C%20finally,strategies%2C%20is%20necessary%20to%20progress
https://www.windowscentral.com/artificial-intelligence/openai-chatgpt/sam-altman-gpt-5-fails-to-meet-agi-still-missing-something#:~:text=OpenAI%20CEO%20Sam%20Altman%20has,missing%20something%20quite%20important
https://www.theatlantic.com/technology/archive/2025/04/arc-agi-chollet-test/682295/?utm_source=apple_news#:~:text=OpenAI%27s%20recent%20model%2C%20o3%2C%20finally,strategies%2C%20is%20necessary%20to%20progress
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=ARC,%7C%2017.6
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=%7C%20GPT,%28high%29%20%20%7C%2017.6
https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704de38e3#:~:text=Today%20we%E2%80%99re%20excited%20to%20launch,humans%20in%20under%202%20attempts
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=At%20the%20time%20of%20publishing,1
https://www.reuters.com/technology/openai-launches-gpt-52-ai-model-with-improved-capabilities-2025-12-11/#:~:text=OpenAI%20has%20launched%20its%20latest,step%20project%20management
https://www.techradar.com/ai-platforms-assistants/chatgpt/openai-races-gemini-3-to-the-top-with-gpt-5-2-drop-this-week#:~:text=timeline%20in%20direct%20response%20to,AI%20assistant%20amid%20growing%20competition
https://www.techradar.com/ai-platforms-assistants/chatgpt/openai-races-gemini-3-to-the-top-with-gpt-5-2-drop-this-week#:~:text=timeline%20in%20direct%20response%20to,AI%20assistant%20amid%20growing%20competition
https://www.axios.com/2025/12/11/openai-chatgpt-model-code-red-google-gemini#:~:text=OpenAI%20has%20announced%20the%20release,and%20criticism%20over%20prioritizing%20speed
https://poetiq.ai/posts/arcagi_verified/#:~:text=ARC,16%20per%20problem
https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:text=Ivan%20Sorokin%20and%20Jean,2%20benchmark
https://www.theatlantic.com/technology/archive/2025/04/arc-agi-chollet-test/682295/?utm_source=apple_news#:~:text=genuine%20intelligence%20involves%20fluid%20reasoning%E2%80%94adapting,poorly%2C%20suggesting%20limited%20abstract%20reasoning
https://www.theatlantic.com/technology/archive/2025/04/arc-agi-chollet-test/682295/?utm_source=apple_news#:~:text=OpenAI%27s%20recent%20model%2C%20o3%2C%20finally,strategies%2C%20is%20necessary%20to%20progress
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=ARC,%7C%2017.6
https://habr.com/ru/articles/975902/#:~:text=%D0%98%D1%82%D0%B0%D0%BA%2C%20GPT,%D0%B7%D0%B0%D0%B4%D0%B0%D1%87%20%D0%BF%D1%80%D0%B8%20%D1%86%D0%B5%D0%BD%D0%B5
https://poetiq.ai/posts/arcagi_verified/#:~:text=ARC,16%20per%20problem
https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:text=Ivan%20Sorokin%20and%20Jean,2%20benchmark
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=At%20the%20time%20of%20publishing,1
https://www.theatlantic.com/technology/archive/2025/04/arc-agi-chollet-test/682295/?utm_source=apple_news#:~:text=genuine%20intelligence%20involves%20fluid%20reasoning%E2%80%94adapting,poorly%2C%20suggesting%20limited%20abstract%20reasoning
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Humans%20can%20solve%20100,2
https://www.theatlantic.com/technology/archive/2025/04/arc-agi-chollet-test/682295/?utm_source=apple_news#:~:text=OpenAI%27s%20recent%20model%2C%20o3%2C%20finally,strategies%2C%20is%20necessary%20to%20progress
https://www.windowscentral.com/artificial-intelligence/openai-chatgpt/sam-altman-gpt-5-fails-to-meet-agi-still-missing-something#:~:text=OpenAI%20CEO%20Sam%20Altman%20has,missing%20something%20quite%20important
https://paperswithcode.com/dataset/arc-the-abstraction-and-reasoning-corpus#:~:text=The%20Abstraction%20and%20Reasoning%20Corpus,artificial%20intelligence%20and%20machine%20learning
https://www.kdjingpai.com/arc-agi-2-chengjijieai/#:~:text=Human%20Panel%20%20,%F0%9F%92%BB
https://intuitionlabs.ai/?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf
https://intuitionlabs.ai/articles/gpt-5-2-arc-agi-2-benchmark?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf
https://intuitionlabs.ai/?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf

E IntuitionLabs  IntuitionLabs - Al Software for Pharma & Biotech

[28]

https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704d
e38e3#:~:Today...

https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:Th
e%?2...

https://arcprize.org/blog/arc-agi-2-technical-report#:~:Acros...
https://arcprize.org/blog/arc-agi-2-technical-report#:~:,solv...
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:%7C%?2...
https://arcprize.org/blog/arc-agi-2-technical-report#:~:Using...
https://arcprize.org/blog/arc-agi-2-technical-report#:~:Each%...

https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704d
e38e3#:~:ARC f...

https://arcprize.org/blog/arc-agi-2-technical-report#:~:...
https://arcprize.org/blog/arc-agi-2-technical-report#:~:Image...
https://arcprize.org/blog/arc-agi-2-technical-report#:~:match...
https://arcprize.org/blog/arc-agi-2-technical-report#:~:match...
https://www.kdjingpai.com/arc-agi-2-chengjijieai/#:~:01%20...

https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:Th
e%?2...

https://habr.com/ru/articles/975902/#:~:%D0%?9...

https://www.reuters.com/technology/openai-launches-gpt-52-ai-model-with-improved-capabilities-2025-12-11/#:~:0p

enA...

https://www.techradar.com/ai-platforms-assistants/chatgpt/openai-races-gemini-3-to-the-top-with-gpt-5-2-drop-this

-week#:~:timel...

https://www.techradar.com/ai-platforms-assistants/chatgpt/openai-races-gemini-3-to-the-top-with-gpt-5-2-drop-this
-week#:~:While...

https://www.axios.com/2025/12/11/openai-chatgpt-model-code-red-google-gemini#:~:OpenA...
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:%7C%?2...
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:We%?20...

https://www.reuters.com/technology/openai-launches-gpt-52-ai-model-with-improved-capabilities-2025-12-11/#:~:lik

e%...
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:0OpenA...
https://habr.com/ru/articles/975902/#:~:%E2%8...
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:Intro...
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:under...
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:,%7C%...
https://habr.com/ru/articles/975902/#:~:%D0%B...
https://www.kdjingpai.com/arc-agi-2-chengjijieai/#:~:%E6%B...

https://www.kdjingpai.com/arc-agi-2-chengjijieai/#:~:1,2%E...

© 2026 IntuitionLabs.ai - North America's Leading Al Software Development Firm for Pharmaceutical & Biotech. All rights reserved.

GPT-5.2 & ARC-AGI-2: A Benchmark Analysis of Al Reasoning

Page 13 of 16


https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704de38e3#:~:text=Today%20we%E2%80%99re%20excited%20to%20launch,humans%20in%20under%202%20attempts
https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:text=The%20ARC,test%20of%20true%20systematic%20abstraction
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Across%20all%20testing%2C%20we%20observed,2%20tasks
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=,solved%20every%20task
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=%7C%20GPT,%28high%29%20%20%7C%2017.6
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Using%20our%20open,to%20evaluate%20model%2Fsystem%20performance%20directly
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Each%20task%20requires%20deeper%2C%20human,thinking
https://arcprize.org/blog/announcing-arc-agi-2-and-arc-prize-2025?_bhlid=f146edf8fe064c66965dd4a6ef081c0704de38e3#:~:text=ARC,following%20datasets
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=Image%3A%20ARC,b5ca7ac4.%20Solve%20this%20task
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=match%20at%20L99%20Image%3A%20ARC,b5ca7ac4.%20Solve%20this%20task
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=match%20at%20L108%20To%20back,at%20the%20time%20of%20testing
https://www.kdjingpai.com/arc-agi-2-chengjijieai/#:~:text=o1%20%28low%29%20%20,%F0%9F%92%BB
https://developer.nvidia.com/blog/nvidia-kaggle-grandmasters-win-artificial-general-intelligence-competition/#:~:text=The%20winning%20NVIDIA%20NVARC%20solution,time%20training%2C%20and%20disciplined%20engineering
https://habr.com/ru/articles/975902/#:~:text=%D0%98%D1%82%D0%B0%D0%BA%2C%20GPT,%D0%BC%D0%BE%D0%B4%D0%B5%D0%BB%D0%B8%20%D1%82%D0%B5%D0%BF%D0%B5%D1%80%D1%8C%20%D0%B4%D0%BE%D1%81%D1%82%D1%83%D0%BF%D0%BD%D1%8B%20%D0%B7%D0%B0%D0%B4%D0%B0%D1%87%D0%B8%20%D0%BF%D0%BE%D0%B2%D1%8B%D1%88%D0%B5%D0%BD%D0%BD%D0%BE%D0%B9
https://www.reuters.com/technology/openai-launches-gpt-52-ai-model-with-improved-capabilities-2025-12-11/#:~:text=OpenAI%20has%20launched%20its%20latest,step%20project%20management
https://www.techradar.com/ai-platforms-assistants/chatgpt/openai-races-gemini-3-to-the-top-with-gpt-5-2-drop-this-week#:~:text=timeline%20in%20direct%20response%20to,AI%20assistant%20amid%20growing%20competition
https://www.techradar.com/ai-platforms-assistants/chatgpt/openai-races-gemini-3-to-the-top-with-gpt-5-2-drop-this-week#:~:text=While%20it%20lacks%20revolutionary%20upgrades%2C,user%20satisfaction%20in%20daily%20applications
https://www.axios.com/2025/12/11/openai-chatgpt-model-code-red-google-gemini#:~:text=OpenAI%20has%20announced%20the%20release,and%20criticism%20over%20prioritizing%20speed
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=%7C%20GPT,5
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=We%20are%20introducing%20GPT%E2%80%915,yet%20for%20professional%20knowledge%20work
https://www.reuters.com/technology/openai-launches-gpt-52-ai-model-with-improved-capabilities-2025-12-11/#:~:text=like%20GPT,remain%20available%20for%20API%20users
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=OpenAI%20MRCRv2%2C%208%20needles%2C%204k%E2%80%938k,%7C%2047.8
https://habr.com/ru/articles/975902/#:~:text=%E2%80%94%20%D0%B7%D0%B0%D0%B4%D0%B0%D1%87%D0%B8%20%D0%BC%D0%BE%D0%B3%D1%83%D1%82%20%D0%BF%D0%BE%D0%BA%D0%B0%D0%B7%D0%B0%D1%82%D1%8C%D1%81%D1%8F%20%D0%BD%D0%B5,%D1%82%D0%B5%D0%BF%D0%B5%D1%80%D1%8C%20%D1%80%D0%B0%D0%B7%D1%80%D1%8B%D0%B2%20%D0%BA%D0%B0%D0%BA%20%D0%BC%D0%B8%D0%BD%D0%B8%D0%BC%D1%83%D0%BC%20%D1%81%D0%BE%D0%BA%D1%80%D0%B0%D1%82%D0%B8%D1%82%D1%81%D1%8F
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=Introducing%20GPT,documents%E2%80%94such%20as%20reports%2C%20contracts%2C%20research
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=understanding%20long%20contexts%2C%20using%20tools%2C,step%20projects
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=,%7C%2088.1
https://habr.com/ru/articles/975902/#:~:text=%D0%BC%D0%BE%D0%B4%D0%B5%D0%BB%D1%8C%2C%20%D0%BA%D0%BE%D1%82%D0%BE%D1%80%D0%B0%D1%8F%20%D0%B4%D0%BE%D1%81%D1%82%D1%83%D0%BF%D0%BD%D0%B0%20%D0%BC%D0%B0%D1%81%D1%81%D0%BE%D0%B2%D0%BE%D0%BC%D1%83%20%D0%BF%D0%BE%D0%BB%D1%8C%D0%B7%D0%BE%D0%B2%D0%B0%D1%82%D0%B5%D0%BB%D1%8E,%D1%82%D0%B5%D0%BF%D0%B5%D1%80%D1%8C%20%D0%B4%D0%BE%D1%81%D1%82%D1%83%D0%BF%D0%BD%D1%8B%20%D0%B7%D0%B0%D0%B4%D0%B0%D1%87%D0%B8%20%D0%BF%D0%BE%D0%B2%D1%8B%D1%88%D0%B5%D0%BD%D0%BD%D0%BE%D0%B9%20%D1%81%D0%BB%D0%BE%D0%B6%D0%BD%D0%BE%D1%81%D1%82%D0%B8
https://www.kdjingpai.com/arc-agi-2-chengjijieai/#:~:text=%E6%B7%B1%E5%88%BB%E8%A7%A3%E8%AF%BB%EF%BC%9A%E6%95%B0%E6%8D%AE%E8%83%8C%E5%90%8E%E7%9A%84%E8%AD%A6%E7%A4%BA
https://www.kdjingpai.com/arc-agi-2-chengjijieai/#:~:text=1,2%EF%BC%9AAI%20%E8%83%BD%E5%8A%9B%E7%9A%84%E6%96%AD%E5%B4%96%E5%BC%8F%E4%B8%8B%E8%B7%8C
https://intuitionlabs.ai/?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf
https://intuitionlabs.ai/articles/gpt-5-2-arc-agi-2-benchmark?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf
https://intuitionlabs.ai/?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf

E IntuitionLabs  InuitionLabs - Al Software for Pharma & Biotech GPT-5.2 & ARC-AGI-2: A Benchmark Analysis of Al Reasoning

[42] https://habr.com/ru/articles/975902/#:~:%D1%8...

[43] https://newsletter.chatwhisperer.ai/p/weekly-ai-news-29july2025#:~:%F0%9...
[44] https://newsletter.chatwhisperer.ai/p/weekly-ai-news-29july2025#:~:Walma...
[45] https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:minut...

[46] https://[www.reuters.com/technology/openai-launches-gpt-52-ai-model-with-improved-capabilities-2025-12-11/#:~:a%
20, ...

[47] https://arcprize.org/blog/arc-agi-2-technical-report#:~:consi...
[48] https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:,Char...

[49] https://habr.com/ru/articles/975902/#:~:%D0%?9...

© 2026 IntuitionLabs.ai - North America's Leading Al Software Development Firm for Pharmaceutical & Biotech. All rights reserved. Page 14 of 16


https://habr.com/ru/articles/975902/#:~:text=%D1%80%D0%B5%D1%88%D0%B0%D0%BB%D0%B8%D1%81%D1%8C%20%D1%8D%D1%82%D0%B8%20%D0%B3%D0%BE%D0%BB%D0%BE%D0%B2%D0%BE%D0%BB%D0%BE%D0%BC%D0%BA%D0%B8%2C%20%D0%B0%20%D0%B7%D0%B0%D1%82%D0%B5%D0%BC,2%20%D0%BE%D0%BD%20%D1%83%D1%81%D1%82%D0%B0%D0%BD%D0%BE%D0%B2%D0%BB%D0%B5%D0%BD%20%D0%B2%2066
https://newsletter.chatwhisperer.ai/p/weekly-ai-news-29july2025#:~:text=%F0%9F%8E%AE%F0%9F%A7%A9%20ARC%20Launches%20Interactive%20AGI,Test%20Stumping%20Frontier%20Models
https://newsletter.chatwhisperer.ai/p/weekly-ai-news-29july2025#:~:text=Walmart%20staffs%20up%20to%20navigate,AI%20search%20and%20shopping%20tools
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=minutes%20a%20day%2C%20and%20heavy,step%20projects
https://www.reuters.com/technology/openai-launches-gpt-52-ai-model-with-improved-capabilities-2025-12-11/#:~:text=a%20,step%20project%20management
https://arcprize.org/blog/arc-agi-2-technical-report#:~:text=considered%20too%20challenging%20and%20were,2
https://openai.com/th-TH/index/introducing-gpt-5-2/#:~:text=,CharXiv%20Reasoning%20%28w%2F%20Python
https://habr.com/ru/articles/975902/#:~:text=%D0%98%D1%82%D0%B0%D0%BA%2C%20GPT,%D1%82%D0%B5%D0%BF%D0%B5%D1%80%D1%8C%20%D0%B4%D0%BE%D1%81%D1%82%D1%83%D0%BF%D0%BD%D1%8B%20%D0%B7%D0%B0%D0%B4%D0%B0%D1%87%D0%B8%20%D0%BF%D0%BE%D0%B2%D1%8B%D1%88%D0%B5%D0%BD%D0%BD%D0%BE%D0%B9%20%D1%81%D0%BB%D0%BE%D0%B6%D0%BD%D0%BE%D1%81%D1%82%D0%B8
https://intuitionlabs.ai/?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf
https://intuitionlabs.ai/articles/gpt-5-2-arc-agi-2-benchmark?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf
https://intuitionlabs.ai/?utm_source=pdf&utm_medium=document&utm_campaign=article&utm_content=gpt-5-2-arc-agi-2-a-benchmark-analysis-of-ai-reasoning.pdf

E IntuitionLabs  [ntuitionLabs - Al Software for Pharma & Biotech GPT—S 2 & ARC-AGI-2 A Benchmark Analysis Of Al Reasoning

IntuitionLabs - Industry Leadership & Services

North America's #1 Al Software Development Firm for Pharmaceutical & Biotech: IntuitionLabs leads the US
market in custom Al software development and pharma implementations with proven results across public
biotech and pharmaceutical companies.

Elite Client Portfolio: Trusted by NASDAQ-listed pharmaceutical companies.

Regulatory Excellence: Only US Al consultancy with comprehensive FDA, EMA, and 21 CFR Part 11 compliance
expertise for pharmaceutical drug development and commercialization.

Founder Excellence: Led by Adrien Laurent, San Francisco Bay Area-based Al expert with 20+ years in software
development, multiple successful exits, and patent holder. Recognized as one of the top Al experts in the USA.

Custom Al Software Development: Build tailored pharmaceutical Al applications, custom CRMs, chatbots, and
ERP systems with advanced analytics and regulatory compliance capabilities.

Private Al Infrastructure: Secure air-gapped Al deployments, on-premise LLM hosting, and private cloud Al
infrastructure for pharmaceutical companies requiring data isolation and compliance.

Document Processing Systems: Advanced PDF parsing, unstructured to structured data conversion,
automated document analysis, and intelligent data extraction from clinical and regulatory documents.

Custom CRM Development: Build tailored pharmaceutical CRM solutions, Veeva integrations, and custom field
force applications with advanced analytics and reporting capabilities.

Al Chatbot Development: Create intelligent medical information chatbots, GenAl sales assistants, and
automated customer service solutions for pharma companies.

Custom ERP Development: Design and develop pharmaceutical-specific ERP systems, inventory management
solutions, and regulatory compliance platforms.

Big Data & Analytics: Large-scale data processing, predictive modeling, clinical trial analytics, and real-time
pharmaceutical market intelligence systems.

Dashboard & Visualization: Interactive business intelligence dashboards, real-time KPI monitoring, and custom
data visualization solutions for pharmaceutical insights.

Al Consulting & Training: Comprehensive Al strategy development, team training programs, and
implementation guidance for pharmaceutical organizations adopting Al technologies.

Contact founder Adrien Laurent and team at https://intuitionlabs.ai/contact for a consultation.
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DISCLAIMER

The information contained in this document is provided for educational and informational purposes only. We make no
representations or warranties of any kind, express or implied, about the completeness, accuracy, reliability, suitability, or
availability of the information contained herein.

Any reliance you place on such information is strictly at your own risk. In no event will IntuitionLabs.ai or its representatives
be liable for any loss or damage including without limitation, indirect or consequential loss or damage, or any loss or
damage whatsoever arising from the use of information presented in this document.

This document may contain content generated with the assistance of artificial intelligence technologies. Al-generated
content may contain errors, omissions, or inaccuracies. Readers are advised to independently verify any critical information
before acting upon it.

All product names, logos, brands, trademarks, and registered trademarks mentioned in this document are the property of
their respective owners. All company, product, and service names used in this document are for identification purposes
only. Use of these names, logos, trademarks, and brands does not imply endorsement by the respective trademark holders.

IntuitionLabs.ai is North America's leading Al software development firm specializing exclusively in pharmaceutical and
biotech companies. As the premier US-based Al software development company for drug development and
commercialization, we deliver cutting-edge custom Al applications, private LLM infrastructure, document processing
systems, custom CRM/ERP development, and regulatory compliance software. Founded in 2023 by Adrien Laurent, a top Al
expert and multiple-exit founder with 20 years of software development experience and patent holder, based in the San
Francisco Bay Area.

This document does not constitute professional or legal advice. For specific guidance related to your business needs,
please consult with appropriate qualified professionals.

© 2025 IntuitionLabs.ai. All rights reserved.
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